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 I use the theory of games to investigate issues about how to understand the
 use of nuclear counterforce strategies by the United States and the Soviet Union during
 the Cold War. The function of the counterforce strategies I model is not to enable a state
 confidently to launch a nuclear attack but to convince its adversary that the probability
 that it might do so as a last resort is greater than zero. The models allow one to investi-
 gate rational behavior when information is incomplete and there is an incentive to strike
 first, and therefore provide a way to explore controversies about the effect of counter-
 force strategies on both the credibility of extended deterrence and the possibility of
 inadvertent nuclear war. The models suggest, contrary to the claims of a number of
 writers, that the use of nuclear counterforce strategies is not necessarily inconsistent with
 rational behavior and provide some insight into the relation between counterforce
 strategies and brinkmanship models of deterrence.

 Before the nuclear era, most mili-
 tary strategy focused on how to use a
 state's military forces to destroy the mili-
 tary forces of the enemy. With the devel-
 opment first of strategic bombing and
 then of nuclear weapons and ballistic
 missiles, however, strategists had to take
 into account the fact that a state could
 damage an enemy's population centers
 and destroy things of value to him with-
 out first destroying his military forces.
 And when both the United States and the
 Soviet Union acquired secure second-
 strike capabilities, the use of strategic
 nuclear weapons as a means of destroying
 the enemy's military forces seemed to
 many to have become pointless; for, by
 definition, neither side could then destroy
 enough of the other's strategic nuclear
 forces to reduce to acceptable levels the
 damage the enemy could do in retaliation.

 The existence of secure second-strike
 capabilities also seemed to imply that the
 U.S. could no longer credibly threaten to

 respond to a Warsaw Pact invasion of
 Western Europe with a nuclear attack on
 the Soviet Union. Rather than simply ac-
 cept this conclusion, however, much in-
 genuity was devoted to the problem of
 making the threat of such an attack suffi-
 ciently credible for it to continue to serve
 as a deterrent. Counterforce strategies
 (i.e., strategies for using nuclear weapons
 to destroy the enemy's nuclear forces)
 played an important role in discussions of
 how to make the threat credible. But since
 no feasible counterforce attack could pre-
 vent the United States from suffering an
 unacceptable level of damage if the Soviet
 Union retaliated, these suggestions met
 with a great deal of skepticism (Eden and
 Miller 1989; Freedman 1981, 123-38,
 225-72, and 372-95). Although deterring
 a Soviet attack on Western Europe is no
 longer the main focus of United States
 defense policy, this controversy is still
 important, both for our understanding of
 military strategy during the Cold War and
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 Figure 1. Assured Destruction
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 for our understanding of how nuclear
 weapons might be used in the future.

 The basic argument for the utility of
 counterforce strategies can be stated very
 simply. The concept of mutual assured
 destruction implies that no matter which
 adversary strikes first and how powerful
 its attack, its opponent can absorb the
 blow and still do an unacceptable amount
 of damage in retaliation. Such a situation
 is represented in Figure 1. Since the state
 attacking first anticipates a devastating
 response from the victim, many would
 argue, it will not attack and its threat to
 do so will not be credible.'

 Note, however, that two assumptions
 are required for such a conclusion: that'
 the victim will have the capability to
 retaliate and that it will choose to do so.
 One justification for assuming the victim
 will choose to retaliate is the belief that
 after the enemy's attack, it will have
 nothing left to lose and thus no reason not
 to retaliate. But counterforce strategies
 can create a situation in which the enemy
 still has a lot left to lose, even though it
 has suffered a great deal of damage.

 Such a possibility is represented in
 Figure 2, where the attacker's first strike
 has been directed away from the victim's
 cities and against his strategic nuclear
 forces, leaving the victim with only
 enough forces to deliver the sort of coun-

 tervalue retaliatory attack assumed in the
 assured destruction scenario. If the victim
 now retaliates against the attacker's cities,
 the attacker will still have enough forces
 left over to destroy the victim's cities in
 turn. By the same logic as that of mutual
 assured destruction, the victim will be
 deterred from retaliating by the prospect
 of the attacker's second strike; thus, the
 attacker can credibly threaten to launch a
 first strike against the victim. This
 scenario was implicit in the no-cities doc-
 trine introduced during the Kennedy ad-
 ministration and has played an important
 role in debates about nuclear strategy ever
 since. For example, it was one basis for
 worries about the vulnerability of U.S.
 land-based missiles to a Soviet counter-
 force attack, which dominated debates
 about nuclear strategy in the United
 States beginning with the Carter admin-
 istration.2

 But this simple illustration implies no
 more than that counterforce strategies
 cannot be rejected out of hand as mean-
 ingless or irrelevant in a world of secure
 second-strike capabilities. It does not
 establish their feasibility, much less their
 desirability. There are many reasons for
 doubting both.

 Some of the reasons that are given
 about nuclear strategy are less conclusive
 than they appear to be, however. For
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 example, it is sometimes argued that no
 one could be confident enough of the
 effects of a counterforce strike to be will-
 ing to launch such an attack, as long as
 the victim had a secure second-strike
 capability. But since the point of a coun-
 terforce strategy is not to enable one con-
 fidently to launch nuclear attacks but to
 deter one's adversary, this criticism is not
 decisive. The real question is whether
 having counterforce capabilities increases
 the credibility of one's threat to launch
 such an attack in the mind of the adver-
 sary.3 If Soviet leaders believed that U.S.
 leaders had confidence in their counter-
 force capabilities, a U.S. nuclear attack
 may have seemed sufficiently likely that
 the Soviets would be deterred from taking
 military action against NATO. And in the
 case of a Soviet attack against U.S. land-
 based missiles, the issue was not whether
 the Soviets could confidently launch a
 nuclear attack on the United States secure
 in the belief that the United States would
 not retaliate but whether the Soviets or
 the United States' European allies might
 believe that a U.S. president would be
 intimidated by that possibility in a crisis.

 Thus, in considering the utility of coun-
 terforce strategies, it is not helpful to
 assume either that everyone is confident
 that the situation is as depicted in Figure 2
 or that everyone is confident that it is not.
 The point of such strategies is to exploit
 the fact that no one can be sure what the
 situation is, or what the other actor
 believes it iS.4 The role of counterforce
 strategies in the nuclear era can therefore
 only be comprehended by explicitly intro-
 ducing uncertainty into the analysis.

 But counterforce capabilities would
 have to be used before they are destroyed
 by the enemy's own counterforce attack;
 therefore, they imply an incentive to
 strike first. Thus, if both sides employ
 such strategies and in the course of a crisis
 one succeeds in convincing the other that
 it is likely to be willing to resort to a
 nuclear attack to protect its interests, the

 adversary, instead of concluding that it
 should back down, may decide to launch
 a preemptive counterforce attack of its
 own. This is another argument that is
 often used against counterforce capa-
 bilities.

 In two important recent papers on
 deterrence theory, Robert Powell (1989a,
 1989b) has discussed both counterforce
 strategies and the problem of first-strike
 incentives, though not in the same con-
 text. In a paper on the strategy of limited
 retaliation, Powell examines the idea that
 states can use limited nuclear attacks to
 make the threat of future punishment
 more credible (Powell 1989b). He defines
 a game in which states can choose be-
 tween massive nuclear retaliation and a
 series of limited nuclear exchanges. In
 these circumstances, only a state with
 nothing left to lose can credibly threaten
 to destroy its adversary. Thus, each state
 would want to avoid leaving its adversary
 with nothing left to lose, so that both
 would prefer limited to massive forms of
 retaliation.

 Powell points out that counterforce
 capabilities can be used to put an adver-
 sary into a position in which it must
 choose between an unlimited attack and
 submission. Since an unlimited retaliatory
 attack by the victim of a counterforce
 attack would leave the initiator with
 nothing left to lose, the victim would
 choose instead to submit (1989b, 513).
 Counterforce attacks, however, are not
 an option in the game Powell analyzes,
 which assumes that states must choose
 between massive nuclear strikes and lim-
 ited attacks that do a fixed amount of
 damage. Moreover, Powell assumes that
 it is common knowledge which state, after
 a sequence of limited attacks, would be
 the first with nothing left to lose. Only
 this state could credibly threaten to resort
 to an all-out nuclear attack; thus, its
 adversary would in the end have to back
 down. The only uncertainty concerns
 whether the player disadvantaged by this
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 situation will behave rationally. Given
 such uncertainty, however, a disadvan-
 taged player can feign irrationality by
 refusing initially to submit, in which case
 there is a chance that his adversary will
 choose to submit instead.

 But any advantage that one state has in
 such a sequence of limited attacks can be
 trumped, as Powell himself suggests, by
 the counterforce capability of the other.
 Moreover, a counterforce attack may
 itself entail sufficient destruction to be an
 adequate deterrent if credible; and if a
 state believes it has an adequate counter-
 force capability and is sufficiently
 desperate, a willingness to use it need not
 be inconsistent with rationality, as the dis-
 cussion of Figure 2 illustrated. Thus,
 Powell's model does not capture the idea
 that counterforce capabilities can increase
 the credibility of extended nuclear deter-
 rence. Nor does it describe a situation in
 which there may be an incentive for pre-
 emptive attack.

 In another paper, on the problem of
 crisis stability, Powell points out that
 counterforce capabilities "are criticized as
 being destabilizing" because they "con-
 tribute to the creation of first-strike
 advantages" (Powell 1989a, 62). This
 paper, however, is devoted to the analysis
 of a situation in which both states prefer
 not to attack at all to attacking first and
 would choose to attack only if that were
 the only way of avoiding being the victim
 of a first strike by the other side. Thus,
 the only reason either side would attack is
 that it believes that if it does not attack,
 the other side will. Powell shows that in a
 large class of situations with this prop-
 erty, no attack will occur, even though
 both sides have an incentive to attack
 first.

 This is an important conclusion, since
 many people have believed that the mere
 existence of first-strike advantages can be
 a cause of war, even though neither side
 has any real interest in attacking the

 other. But Powell's assumptions do not
 capture the incentives of states in a situa-
 tion in which counterforce strategies have
 been introduced as a means of making
 extended deterrence more credible. For
 the point of such strategies is precisely to
 foster the belief that there are circum-
 stances in which one would attack even if
 one did not fear that the enemy was about
 to attack, namely, if one was on the verge
 of defeat in a conventional war. Thus,
 while it may in fact be true that both
 states prefer no attack at all to any sort of
 attack, the point of having counterforce
 capabilities is to convince one's adversary
 otherwise. It therefore cannot be common
 knowledge that this is true.

 Powell establishes four conditions that
 are sufficient to insure stability:

 1. A nuclear attack can only occur if
 some state intentionally orders it.

 2. Whenever a state has the option of
 attacking, it also has the option of try-
 ing to submit to its adversary; and if its
 adversary has not already committed
 itself to an attack, this attempt to sub-
 mit will succeed.

 3. No state will attack unless it believes
 that the probability that an attack by
 the other is inevitable is greater than
 one-half.

 4. It is common knowledge that the first
 three conditions are satisfied.

 The existence of counterforce strategies
 seems to imply that the fourth condition
 cannot be satisfied, since if states have
 used counterforce strategies to increase
 the credibility of their threats to launch
 nuclear attacks, it cannot be common
 knowledge that the third condition is
 satisfied. This fact suggests that the rela-
 tion between counterforce strategies and
 crisis stability needs to be reexamined. To
 do that we will need to construct a model
 in which a nuclear counterforce attack is
 one of the options available to states.5
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 Deterrence and
 Counterforce Strategies

 It seems clear from the preceding dis-
 cussion that any model designed to inves-
 tigate the effects of nuclear counterforce
 strategies should have three features:

 1. Neither actor should be certain of
 either the other's willingness to launch
 an initial counterforce attack, or of the
 other's unwillingness to do so.

 2. A state should consider launching such
 an attack only to avoid a major loss,
 such as would result from the loss of a
 large-scale conventional war.

 3. If a state is willing to launch an attack
 in such circumstances and believes the
 other is willing to do so as well, it
 should want to launch its own attack
 first.

 While these features imply a considerable
 amount of uncertainty, it seems reason-
 able that they should themselves be com-
 mon knowledge. In addition, the point of
 counterforce strategies is to deter the sort
 of conventional war that might provoke
 their use; and one of their disadvantages
 is that threatening a counterforce attack
 might instead provoke a preemptive at-
 tack by the enemy. Thus, to understand
 their effects, we must allow the adver-
 saries in a conflict at least three options:
 to engage in a conventional war, to
 launch a nuclear counterforce attack, or
 to do neither. Moreover, once a conven-
 tional war has begun, choice among these
 options must be made repeatedly, until
 one side or the other has lost its ability to
 continue the war. Beyond this, there is
 room for disagreement about what
 assumptions one should make. One im-
 portant question is whether each actor,
 when deciding whether to launch a coun-
 terforce attack or not, can be expected to
 know whether the other has already initi-
 ated such an attack.

 The game Powell analyzes in his paper

 on crisis stability begins with a chance
 move that determines which player will
 move first (Powell 1989a). Thus, each
 player, in deciding whether to attack, is
 uncertain whether the other has already
 made his choice. At first glance, this may
 appear to be a way of representing the
 sort of problem emphasized by Posen
 (1982), who argued in a frequently cited
 paper on inadvertent nuclear war that
 when strategic nuclear capabilities are
 located close to conventional military
 forces, they may be threatened by con-
 ventional military attacks. Thus, conven-
 tional military operations might be inter-
 preted as part of a strategic counterforce
 attack, and the target of such operations
 may be uncertain whether its adversary
 has already decided on such an attack or
 not.

 In Powell's game, however, the actors
 choose merely between attacking and not
 attacking; they do not have the additional
 option of waging a conventional war. If
 this additional choice is added, then one
 must distinguish between two different
 questions: If an actor postpones its coun-
 terforce attack but continues conven-
 tional military operations, will it suffer a
 degradation in its strategic counterforce
 capabilities? and If an actor decides to
 stop fighting entirely, can it always do so
 in time to avoid its adversary's nuclear
 counterforce attack? Somewhat surpris-
 ingly, it is the latter question that is
 important, and not the former.

 It is not clear that there is a uniformly
 best assumption to make about the
 answer to this question. It may be impos-
 sible in the heat of battle to reliably com-
 municate to one's enemy that one wants
 to stop fighting before he carries out any
 plans he has made to launch a preemptive
 counterforce attack. On the other hand,
 this need not be impossible. Which
 assumption is the correct one? We will see
 that this is a crucial question that has been
 little discussed, and that an evaluation of
 much of the conventional wisdom on this

 731

This content downloaded from 81.154.208.19 on Mon, 17 Apr 2017 07:43:46 UTC
All use subject to http://about.jstor.org/terms



 American Political Science Review Vol. 85

 subject depends on what sort of answer
 one gives to it. I will initially assume that
 a state can always be certain of avoiding a
 nuclear war by quitting the conventional
 conflict.

 A Game-theoretic Model

 In defining the rules of a game that are
 consistent with the assumptions made so
 far, it will be helpful to bear in mind the
 context in which counterforce strategies
 have mainly been discussed in the United
 States, that is, as a way of deterring
 a Warsaw Pact invasion of Western
 Europe. If Soviet leaders believed that it
 was likely enough that the United States
 would respond to the prospect of defeat in
 a conventional war in Europe with a
 nuclear counterforce attack against the
 Soviet Union but were unwilling to
 launch a preemptive nuclear attack on the
 United States, they would not invade
 Western Europe even if they had a strong
 incentive to do so. On the other hand, if
 Soviet leaders believed that U.S. leaders
 would not launch such an attack and
 feared provoking a preemptive Soviet
 counterforce attack on the United States,
 then Soviet leaders might expect the
 United States not even to resist with con-
 ventional weapons. If they were wrong in
 this belief, then a conventional war in
 Europe could occur; and to evaluate the
 utility of counterforce strategies we must
 consider what would happen in that
 case-in particular how likely it is that the
 result would be an inadvertent nuclear
 war.

 These scenarios suggest a game in
 which the Soviets have the first move, at
 which they must decide between a con-
 ventional invasion of Western Europe, a
 nuclear counterforce attack on the United
 States, and doing nothing. If they decide
 on an invasion, then the United States
 must choose between resisting the inva-
 sion with conventional weapons, launch-
 ing a counterforce attack on the Soviet

 Union, and nonresistance. If the United
 States decides to resist with conventional
 weapons, the Soviets must decide whether
 to continue the conventional war, launch
 a counterforce attack on the United
 States, or withdraw-and so forth.

 A conventional war can be ended at
 any move either by quitting or by launch-
 ing a nuclear counterforce attack on one's
 adversary. If neither state ever selects
 either option, however, then the conven-
 tional war will continue. It could lead to
 many possible outcomes, about which
 there might be great uncertainty. Since
 counterforce strategies have been dis-
 cussed primarily as a way of compensat-
 ing for the conventional military superior-
 ity of the Warsaw pact during the Cold
 War, I will assume that it is common
 knowledge that the Warsaw Pact would
 win a conventional war that was fought
 to its conclusion. This assumption implies
 that the United States owns the last move
 in this game, since if it does not launch a
 nuclear counterforce attack, the Warsaw
 Pact will be victorious.

 The number of moves one should allow
 between the first and last is, to some
 extent, an arbitrary question. In order to
 explore both sides' incentives to launch a
 preemptive attack in the course of a con-
 ventional war, the Soviets must be
 allowed at least one move prior to the
 final move of the United States, and the
 United States must be allowed at least one
 move prior to the Soviets' last one. This
 implies a game with at least four moves,
 such as the one represented in Figure 3,
 where the Soviet Union is labeled C (chal-
 lenger) and the United States is labeled D
 (defender). The horizontal line in the
 figure consists of a sequence of decisions
 to initiate or continue a conventional war.
 The branches above the horizontal line
 represent nuclear counterforce attacks,
 while branches below the line stand for
 decisions to quit the conflict.

 In this game the moves following a
 nuclear counterforce attack have been
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 Figure 3. Conventional War with Counterforce Threats
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 omitted for the sake of simplicity. As we
 have seen, counterforce attacks can lead
 to a situation in which the victim has a
 strong incentive not to retaliate, even
 though he still has the capability of doing
 so; but no attacker could ever be certain
 that a counterforce attack would have
 such an effect. The effect of counterforce
 attacks could therefore be modeled by
 assuming that after an initial counterforce
 attack, chance determines whether, in any
 subsequent series of attacks, the victim
 has the last move (as in Figure 1) or the
 attacker has the last move (as in Figure 2).
 In the former case, the victim will retali-
 ate, and in the latter case the victim will
 not retaliate.

 A strategically equivalent but much
 simpler representation, however, is to
 assume instead that a counterforce attack
 leads to a lottery, which gives to the
 attacker the value associated with prevail-
 ing over his enemy with a probability p (if
 the victim does not retaliate), and the
 value associated with a countervalue
 retaliatory attack with a probability of
 (1 - p) (if the victim does retaliate). In
 the following analysis, therefore, a
 nuclear counterforce attack will be treated
 as though it led to a terminal node, and

 the payoff to the attacker at that node will
 be treated as a lottery. The expected value
 of a nuclear counterforce attack for the
 state choosing that option is labeled F
 (first strike), while the value of such an
 attack for its victim is labeled S (second
 strike).

 Note that S incorporates the value that
 the victim places on being subjected to a
 counterforce attack, while F is a function
 of the probability (1 - p) that the
 attacker will receive a countervalue retal-
 iatory attack. There are two bases for the
 idea that states may have an incentive to
 strike first. One is that by striking first the
 damage that will be done by the enemy's
 expected attack will be reduced; the other
 is that by striking first one can reduce the
 enemy's incentive to attack. Powell
 (1989a), in effect, focuses entirely on the
 damage-reducing effects of a first strike,
 while the focus here is on its incentive-
 reducing effects. Nonetheless, I will
 follow the assumption in the literature on
 damage reduction that it is better to suffer
 the enemy's retaliatory strike than to
 allow him to attack first. I will call the
 value the attacker places on suffering the
 enemy's possible retaliatory strike R
 (retaliation).
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 If a player chooses to quit (or not to
 challenge), then the payoff is L (lose), and
 the opponent's payoff is W (win). These
 are also the payoffs if the conventional
 war is fought to a conclusion, in which
 case I assume that the challenger will win
 and the defender will lose.

 Getting one's way by fighting a war,
 however, is obviously not the same as
 prevailing because one's adversary
 decides not to attack (in the case of the
 United States) or resist (in the case of the
 USSR). Thus, I assume that the value of
 both winning and losing is discounted by
 a constant factor a (0 < a < 1) from one
 move to the next; 6 represents the effect of
 all the costs associated with fighting a
 conventional war. Thus a player that
 faces certain loss at some time t + n will
 prefer to quit at time t. I assume, how-
 ever, that both players would prefer win-
 ning a conventional war to the conse-
 quences of giving up without fighting.

 I also assume that the expected values
 of first and second strikes are progres-
 sively reduced by the same factor 5. Note
 that it does not matter whether this is
 simply the result of the normal costs of
 fighting a conventional war or the fact
 that conventional military operations will
 degrade one's strategic nuclear capabili-
 ties and therefore reduce the expected
 value associated with being either the
 initiator of a counterforce attack or its
 victim. Thus, a incorporates the effects of
 conventional attacks on nuclear capabili-
 ties emphasized by Posen (1982).

 I assume that for both sides, W is the
 most preferred outcome. This implies that
 it is common knowledge that if Soviet
 leaders were certain the United States
 would not launch a nuclear counterforce
 attack in response, they would want to
 initiate a conventional attack against
 NATO. This assumption is made entirely
 for convenience. Obviously, there would
 be no point to nuclear deterrence if the
 probability that the Soviets would ever
 want to initiate such an attack were zero;

 it would not alter the analysis, however,
 if this probability were less than one or
 even close to zero. I also assume that both
 sides prefer first strikes to second strikes
 and that they both would prefer to lose
 than to be the victim of a first strike.

 For the sake of simplicity, I will also
 assume that W is, for both players,
 equivalent to "winning" by launching a
 nuclear counterforce attack without suf-
 fering a retaliatory response. Thus F =
 pW + (1 - p)R. All that is really impor-
 tant for the following discussion, how-
 ever, is that neither state prefers winning
 by a nuclear attack to winning by the
 other's conceding defeat at the outset;
 thus, neither would launch such an attack
 if it were certain that the enemy would
 not oppose it with conventional weapons
 in Europe.

 I assume that all these features of the
 game are common knowledge. Thus, for
 each state the only uncertainty concerns
 whether one's opponent prefers a first
 strike to losing or has the opposite pref-
 erence. In the game in Figure 3, therefore,
 each state could be characterized by one
 of two sets of preferences: either W > L
 > F > R > S, or W > F > L > R > S.
 States with the former preferences will be
 called bluffers, and states with the latter
 preferences nonbluffers. The probability
 that state i is a bluffer will be called bi.
 Since W and S are the best and worst out-
 comes for both players, they can be nor-
 malized to one and zero, respectively.
 Thus F = p + (1 -p)R. This notation,
 along with additional notation that will
 be developed later, is summarized in
 Table 1.

 United States Superiority

 In this model the parameter p is a func-
 tion of the military technology available
 to both sides. It obviously need not be the
 same for both players. Thus, it provides a
 way of investigating the significance of
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 Table 1. Notation and Definitions

 Notation Definition

 C challenger
 D defender
 W utility of winning (W - 1)
 L utility of losing
 S second strike-utility of being subjected to other side's first-strike counterforce attack

 (S = 0)
 R retaliation-utility of being subjected to other side's countervalue retaliation for one's

 own first-strike counterforce attack

 Pi probability that a first-strike counterforce attack by i will leave the victim with an
 incentive not to retaliate

 F first strike-expected value of first-strike counterforce attack (F = pW + [1 - p]R
 a factor by which payoffs are discounted from one choice node to the next
 bluffer actor for whom L > F
 nonbluffer actor for whom F > L
 Lait value of L such that 4 > Lnit -L4 > A
 GA(x) probability that L4 c x
 bi probability that i is bluffing, i.e., that 4t > Fi (thus, bi = 1 - Gi[L4.et)
 bi* updated value of bi, given i's behavior at previous choice node
 Ci, Di challenger's (defender's) ith choice node
 e(Ci), e(Di) expected value to challenger (defender) of choosing conventional war at ith choice node

 the balance of strategic forces once both
 sides have secure second-strike capabili-
 ties. During the Kennedy administration,
 one might argue, if there was a significant
 sense in which the United States could be
 said to have had nuclear superiority over
 the Soviet Union, its superiority consisted
 of the fact that it had a minimally credible
 nuclear counterforce capability and the
 Soviet Union did not. Analysis of a situa-
 tion in which only one state has a counter-
 force capability may therefore illuminate
 strategic issues that arose during this
 period. It is also a simpler problem than
 the two-sided case, and an understanding
 of it will provide a useful introduction to
 the more complex relationship that results
 from nuclear parity.

 Let us therefore begin by assuming that
 it is common knowledge that the sequence
 of moves that would follow a first strike
 by the Soviet Union is represented by the
 game in Figure 1, and thus that Pc = 0. It
 follows that it is common knowledge that
 Soviet leaders have the first type of pref-
 erences. Let us also assume that prior to

 play of the game, U.S. leaders have taken
 steps to convince Soviet leaders that they
 would initiate a nuclear counterforce at-
 tack if that were the only alternative to
 losing. At the outset, therefore, the
 Soviets assign some probability greater
 than zero but less than one (perhaps sig-
 nificantly less than one) to the possibility
 that U.S. leaders have the second set of
 preferences.

 In game theory, one represents uncer-
 tainty about the players' preferences by
 assuming that prior to the play of the
 game, a chance move selects the actual
 players in the game from a set of possible
 players, each of whom has one of the
 types of preferences that are assigned
 positive probability. Each player knows
 its own type but knows only the probabil-
 ity with which each of the possible oppo-
 nents is selected. These probabilities are
 assumed to be common knowledge.

 In this game there are only two types of
 preferences; associated with each type,
 however, are infinitely many possible sets
 of cardinal utilities. It will be convenient
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 to begin by assuming that there is only
 one possible representative of each of the
 two types of preferences, so that each
 player can assign only one of two sets of
 cardinal utilities to the outcomes. This is
 not very realistic and will later be
 replaced by an assumption that is both
 more general and more plausible. Prior to
 play of the game, then, it is common
 knowledge that the challenger has the first
 type of preferences and that the challenger
 assigns the probability b to the possibility
 that the defender is bluffing in his threat
 to resort to a nuclear counterforce attack.6
 The defender knows, of course, its own
 type of preferences.

 With these assumptions it is obvious
 that the challenger will never choose a
 nuclear counterforce attack; for whenever
 the challenger has the opportunity to
 launch a nuclear counterforce attack it
 also has the opportunity to quit the game
 and prefers the consequences of quitting.
 If, on the other hand, the challenger
 believes that the probability of a U.S.
 nuclear attack is small enough it will
 initiate a conventional military attack.

 Suppose, then, that it does so. The
 defender, if not bluffing, will certainly not
 quit. It must choose, then, between im-
 mediately launching a nuclear counter-
 force attack and temporarily fighting a
 conventional war in expectation of losing.
 The only reason for postponing the attack
 is that the challenger may choose to quit
 at his next move. But this will happen
 only if the challenger's estimate of b (the
 probability that the defender is bluffing) is
 lowered, since if it were common knowl-
 edge that the challenger expected at the
 outset to quit, it could not be an equilib-
 rium for the challenger to attack at his
 first move.

 It has often been suggested that by ini-
 tially resisting a Soviet attack with con-
 ventional weapons, the United States
 could increase the credibility of its threat
 to launch a nuclear attack against the
 Soviet Union. Let us see whether there is

 any basis for this suggestion in the context
 of this model.

 The challenger will lower his estimate
 of b only if, in equilibrium, the probabil-
 ity that a bluffing defender will choose to
 fight a conventional war is less than the
 probability that a nonbluffer will do so.
 But if, in equilibrium, there were no prob-
 ability that a bluffer would fight, continu-
 ation would lead the challenger to con-
 clude that the probability that the
 defender was bluffing was zero; and a
 bluffer would therefore want to fight after
 all. Thus, if there is any probability that a
 nonbluffer will fight, there must also be
 some probability that a bluffer would do
 so; and the probability that a bluffer will
 fight must be between zero and one.

 But the defender, whether bluffing or
 not, will decide whether to fight based on
 his expectation of the challenger's re-
 sponse. Let (1 - n) be the probability
 with which, in equilibrium, the challenger
 is expected to withdraw from the war at
 its last move. Then if there is some prob-
 ability that both a bluffer and a non-
 bluffer might fight a conventional war
 two conditions must hold (nb, nonbluffer;
 b, bluffer):

 Fnb (1 - n)Wnb + n6inb (1)

 Lb = (1-n)Wb + n6Lb (2)

 Condition 2 is necessary because a
 bluffer that was not indifferent between
 fighting and not fighting would do one or
 the other with a probability of one. But
 we have seen that the probability with
 which a bluffer continues the war must be
 between zero and one. Note that one
 implication of condition 2 is that in equi-
 librium n must be between zero and one.

 Conditions 1 and 2 imply in turn that

 n = Wb -Lb < Wnb Fnb (3)
 Wb - Lb Wnb - 6Fnb

 Since W = 1 for both types of player,
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 condition 3 can be satisfied only if Lb >
 Fnb.

 It might seem intuitively obvious that
 by resisting the challenger's attack, the
 defender has done something "tough" and
 thereby demonstrated something about
 his willingness to pay high costs in order
 to avoid defeat. But by choosing conven-
 tional resistance over a nuclear attack, the
 defender could also be said to have done
 something "soft," which might confirm
 the challenger's initial skepticism about
 his willingness to resort to a nuclear
 attack. Only if condition 3 holds is the
 first inference warranted and not the sec-
 ond. Let us see under what circumstances
 condition 3 might be expected to be true.

 The difference between a bluffer and a
 nonbluffer is simply that for a nonbluffer
 the expected value of a nuclear counter-
 force attack is greater than the value
 placed on a Soviet victory, while for a
 bluffer the reverse is true. Suppose, then,
 that a nonbluffer has this preference
 because of being certain that the Soviets
 will not respond to a counterforce attack.
 If so, then with our assumptions condi-
 tion 1 could never hold, since an immedi-
 ate counterforce attack would be certain
 to preserve the independence of Europe,
 while fighting a conventional war would
 do so only if the Soviets eventually with-
 drew. But Soviet withdrawal could not
 happen with certainty (since in equilib-
 rium n must be greater than zero), and
 there would be significant costs associated
 with the conventional military conflict
 that would occur if they did not. Of
 course, if U.S. leaders preferred to pre-
 serve Europe's independence without
 damaging the Soviet Union, then for some
 n, condition 1 might hold; but there
 would still be no reason why condition 3
 would also have to be true.

 Suppose, on the other hand, that the
 expected consequences of all alternatives
 are the same for both bluffing and non-
 bluffing defenders but that bluffers are
 simply more risk-averse than nonbluffers,

 so that the utilities they assign to these
 consequences are different. In that case, if
 the utilities of both types of defender are
 measured on the unit interval, then for
 every outcome between the most and least
 preferred, the utility values of bluffers
 will be higher than the utility values of
 nonbluffers.7 Then Lb > Pb > inb > Lnb;
 therefore, condition 3 will be satisfied.

 Thus, if fighting a conventional war in
 Europe is to convey information about
 the willingness of the United States to
 resort to a nuclear counterforce attack
 against the Soviet Union, it must be com-
 mon knowledge that U.S. leaders are
 uncertain of the consequences of such an
 attack. Otherwise, if a Soviet conven-
 tional attack on Europe is not met imme-
 diately by a nuclear counterforce attack
 by the United States, Soviet leaders will,
 with our assumptions, reduce the proba-
 bility they assign to the possibility that
 the United States would resort to such an
 attack.

 Note, as well, that it must also be com-
 mon knowledge that a defender who was
 bluffing would have no incentive to fight
 unless fighting would increase the credi-
 bility of its threat to resort to a nuclear at-
 tack. Thus, increasing the probability that
 the West might win a conventional war in
 Europe diminishes the significance of con-
 ventional resistance as a signal of the will-
 ingness of the United States to use nuclear
 weapons.

 With these assumptions, it would be a
 straightforward task to specify a sequen-
 tial equilibrium for this game, which
 would obviously require both a bluffing
 defender and the challenger to adopt
 mixed behavioral strategies. Our discus-
 sion of the difference between bluffers and
 nonbluffers, however, makes it easy to
 state a more general set of assumptions
 that are much more plausible. We have
 seen that if continuation of the war is to
 convey information about the willingness
 of the defender to resort to a nuclear
 counterforce attack, then the difference
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 Table 2. Sequential Equilibrium with Nuclear Superiority

 Strategies Beliefs

 C1: quit if LC > e(CJ), otherwise conventional attack GD(X) for x = e(Dj)
 D,: nonbluffers continue, bluffers quit unless LD s e(DI) n - Gc(b*)/Gc(x) for x e(Ci)
 C2: quit if LC > b*, otherwise conventional attack b* 1 - [GD(Lcait)/GD(X)] for x e(DI)
 D2: bluffers quit, nonbluffers counterforce attack

 between bluffing and nonbluffing defend-
 ers must be the result of their attitudes
 toward risk. Instead of assuming that it is
 common knowledge that a bluffer is char-
 acterized by one particular set of utilities
 and a nonbluffer by another, therefore,
 we can more plausibly assume that the
 defender might be characterized by any of
 a continuum of possible utility functions,
 arrayed in order of increasing risk
 aversion.

 Then, given p, there is some critical
 value of L (Lait) such that any defender
 for whom L is greater than this critical
 value will prefer L to F and any defender
 for whom L is less than this value will pre-
 fer F to L. If we assume that the chal-
 lenger's uncertainty about which utility
 function might characterize the defender
 can be represented by a continuous dis-
 tribution function, GD, then b (the proba-
 bility that the defender is bluffing) is sim-
 ply 1- GD(Lait), that is, the probability
 that LD > Lcrit Similarly, let us assume
 that the defender's uncertainty about the
 challenger's utilities can be represented by
 the distribution function GC.

 In equilibrium, choosing conventional
 war has a well-defined expected value. Let
 e(C1) denote the expected value of con-
 ventional war at the challenger's first
 choice node-and similarly for the other
 two nodes at which conventional war
 might be chosen. Note that if the chal-
 lenger chooses to continue the conven-
 tional war at its second choice node it
 will receive its most preferred outcome
 with a probability of b * (its updated prob-
 ability that the defender is bluffing) and

 its least preferred outcome with a proba-
 bility of (1 - b*). Thus, e(C2) = b*.

 It is still true that in equilibrium, con-
 tinuation of the war cannot leave the chal-
 lenger certain that the defender is not
 bluffing. Thus, there must be at least one
 possible bluffer for whom Lb S (1 -
 n)Wb + nbLb. But since min(Lb) >
 max(Lnb), if any bluffer does not prefer
 quitting to continuing the war, then all
 possible nonbluffers must prefer continu-
 ing the war to an immediate counterforce
 attack. Thus, in equilibrium, the proba-
 bility that a nonbluffer will continue the
 war must be one. Therefore, the only
 sequential equilibrium in this game con-
 sists of the behavioral strategies presented
 in Table 2, along with the associated
 beliefs.

 Note that at each node, each player
 simply acts so as to maximize his expected
 utility, given his beliefs and that the
 beliefs represent the appropriate condi-
 tional probabilities, given the behavior
 prescribed by the equilibrium. At the final
 choice node, the defender will quit if
 bluffing and launch a nuclear counter-
 force attack if not. At the preceding
 move, the challenger will use the de-
 fender's previous behavior to update the
 probability that the defender is bluffing
 and use that updated probability to cal-
 culate the expected utility of continuing
 the war rather than quitting. Thus, the
 challenger's belief at C2 is represented by
 the probability that LD > Lcit, given that
 LD < e(Dj). Similarly, at his first move
 the defender will use the challenger's deci-
 sion to attack to update the estimate of
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 the challenger's degree of risk aversion
 and thus the probability that the chal-
 lenger will quit rather than continue the
 war; using this probability, the defender
 then calculates the expected utility of con-
 ventional resistance. And the challenger,
 in deciding whether to attack, uses the
 distribution function over the defender's
 utilities to calculate the expected utility of
 attacking.

 Since the point of nuclear counterforce
 strategies is to influence the challenger's
 initial move, let us look at it more closely.
 If both b and the challenger's utilities are
 common knowledge, then it cannot be an
 equilibrium for the challenger to attack at
 its first move unless LC < b, since other-
 wise it will be common knowledge that
 the challenger will quit at its second
 move; and therefore the defender will cer-
 tainly resist. If there is uncertainty about
 the challenger's utilities, however, then it
 cannot be common knowledge at the out-
 set that the challenger would quit at his
 second move. Thus, a challenger might
 attack even though already persuaded of
 the credibility of the defender's threat suf-
 ficiently to be deterred from continuing
 the war at his second move.

 The defender's option of responding to
 an attack with conventional weapons
 therefore weakens the deterrent effect of
 his nuclear threat, in the sense that some
 possible adversaries would be deterred if
 the option did not exist but are not
 deterred if it does exist. The option of
 conventional resistance, however, pro-
 vides the defender with a means of
 enhancing the credibility of its nuclear
 threat after an attack has occurred-for
 those adversaries for whom the nuclear
 threat alone would be insufficient to deter
 a conventional attack. Thus, this model
 illuminates the relation between the two
 components of the McNamara Strategy-
 the no-cities doctrine and the doctrine of
 flexible response-as well as the contro-
 versy that ensued about the effects of this

 strategy on NATO's ability to deter a
 Soviet conventional attack.

 Nuclear Parity

 The preceding discussion implies that a
 nuclear counterforce capability can have
 a deterrent effect even if it is common
 knowledge that a counterforce attack
 would be a very risky option to choose-
 as long as it is not common knowledge
 that the probability that one would resort
 to it is zero. This provides us with the
 basis for a definition of a minimally credi-
 ble counterforce capability: a counter-
 force capability is minimally credible if it
 is not common knowledge that the proba-
 bility that one would resort to it is zero.
 Thus, one definition of nuclear superior-
 ity in a situation of mutual assured
 destruction is that nuclear superiority
 consists of having a minimally credible
 counterforce capability when one's adver-
 sary does not.

 By this definition, nuclear parity is a
 situation in which both sides have mini-
 mally credible nuclear counterforce capa-
 bilities. And it is when nuclear parity in
 this sense exists that the problem of first-
 strike incentives arises. To see what dif-
 ference this makes, let us now assume that
 Pc > 0, so that the probability that the
 challenger prefers L to F is not one (as in
 the preceding discussion) but bc (O < bc
 < 1). Note that this change is not the
 result of any alteration in the distribution
 of the challenger's possible utilities but of
 a change in the probability that the chal-
 lenger might prevail as a result of a
 nuclear counterforce attack. Let us see
 what effect this has on the solution to the
 game.

 As before, I assume that players who
 prefer a nuclear counterforce attack to
 losing are uniformly less risk-averse than
 players with the opposite preference;
 otherwise, it is not possible for continua-
 tion of the war to enhance the credibility
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 of one's nuclear threat. This implies that
 at every choice node there are only two
 types of equilibrium behavior: either all
 bluffers quit (while nonbluffers may con-
 tinue or preempt) or all nonbluffers con-
 tinue (while bluffers may continue or
 quit).

 The following proposition states an-
 other, less obvious restriction on the types
 of equilibrium behavior that can exist in
 this game:

 PROPOSITION 1. Ift in equilibrium, some
 types of nonbluffing players are ex-
 pected to choose a nuclear counter-
 force attack at the second or third
 choice nodes in this game, then all.
 types of nonbluffing players must be
 expected to do so.

 Proof. Suppose, to the contrary, that
 there is, in equilibrium, a be* such that at
 either of these choice nodes belonging to
 player i, there is some probability that a
 nonbluffing i might choose conventional
 war and some probability that a nonbluff-
 ing i would choose a counterforce attack
 (and thus no probability that a bluffing i
 would choose conventional war). This
 could only be true if at the preceding
 move there was some positive probability
 that a bluffing player i would choose con-
 ventional war (since, if not, the player at
 the choice node in question would be cer-
 tain that the opponent was not bluffing,
 and therefore all nonbluffers would
 choose a counterforce attack). Thus,
 given player i's expected behavior based
 on bj* < bit the probability that some j
 who was bluffing would choose conven-
 tional war must be just enough to justify
 player i's expectation; and therefore,
 given any b > bas, the probability that
 some I who was bluffing would choose
 conventional war must be too low to sup-
 port bi. But reducing such a bi to b*
 would reduce the probability that a bluff-
 ing player j would choose conventional
 war still further (because decreasing b1

 would increase the likelihood of a coun-
 terforce attack by player i). Thus, if bf is
 not an equilibrium expectation, then b *
 cannot be an equilibrium expectation
 either; and equilibrium requires that all
 nonbluffing i's choose a nuclear counter-
 force attack.

 Proposition I implies that there are
 only two types of equilibrium behavior at
 the second and third choice nodes: (1) all
 bluffers quit and all nonbluffers launch a
 counterforce attack or (2) all nonbluffers
 choose conventional war and bluffers
 either quit or choose conventional war.
 Examples of sequential equilibria involv-
 ing each of these types of behavior are
 presented in Table 3I

 If bD is less than FC for even the least-
 risk-averse-possible challenger, a chal-
 lenger would never choose conventional
 war at its initial choice node but would
 instead choose either not to challenge or
 to launch a nuclear counterforce attack.
 Given the prevailing skepticism about the
 credibility of counterforce strategies, this
 seems implausible; therefore the possibil-
 ity of a conventional war cannot be ruled
 out. Thus, only examples of sequential
 equilibria when bi is above this level for
 both players are presented in Table 3.
 One can easily verify that given the stated
 conditions and the beliefs at each choice
 node, each player is maximizing his ex-
 pected utility and the beliefs at each
 choice node represent the appropriate
 conditional probabilities, given the pre-
 scribed behavioral strategies.

 Note that in the first type of equilib-
 rium, no bluffing challenger is expected to
 initiate a conventional war; thus, if a con-
 ventional war occurs, the defender will be
 certain the challenger is not bluffing and
 will therefore either not resist or launch a
 nuclear counterforce attack.8 We have
 seen that when only the defender had a
 minimally credible counterforce capabil-
 ity, the only sequential equilibrium was a
 pooling equilibrium, that is, an equilib-
 rium in which the challenger is still uncer-
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 tain as to the true preferences of the
 defender. Somewhat surprisingly, one of
 the effects of parity in counterforce capa-
 bilities is to create the possibility of a
 separating equilibrium, that is, an equilib-
 rium in which the true preferences of one
 of the players are fully revealed.

 The reasoning supporting proposition 1
 implies that there is no exact counterpart
 to this pooling equilibrium for the de-
 fender. However, it is possible that resis-

 tance by the defender will dissuade all
 challengers from continuing the war even
 if bD* is greater than zero, as the second
 type of equilibrium illustrates. The third
 type of equilibrium illustrates the possibil-
 ity that even challengers for whom the
 defender's nuclear threat is initially very
 credible may nonetheless initiate a con-
 ventional war while planning to quit if the
 defender resists. Finally in the fourth type
 of equilibrium, a counterforce attack

 Table 3. Examples of Sequential Equilibria with Nuclear Parity

 Strategies Beliefs

 1. bD < Lmitc

 Ci: bluffers quit, nonbluffers conventional attack if bD
 e(C.) - bD a Fc

 D1: bluffers quit, nonbluffers counterforce attack bc* = 0

 C2: continue conventional war if b* : Fc, otherwise bD* s bD
 counterforce attack

 D2: bluffers quit, nonbluffers counterforce attack

 2. bc > LkntD

 C,: nonbluffers conventional attack, bluffers quit bD
 unless Lc s e(C,) - bD + (1 - bD)bLc

 D,: nonbluffers conventional resistance, bluffers quit bc* 1 - [GC(Lcrt)/Gc(x)I for x e(Ci)
 unless LD C e(D1) - bc*

 C2: bluffers quit, nonbluffers counterforce attack bD* < Fc for all C
 D2: bluffers quit, nonbluffers counterforce attack

 3. b < krtc and bc > LritD

 C,: nonbluffers conventional attack, bluffers quit bD
 unless Lc s e(Ci)

 Di: nonbluffers conventional resistance, bluffers quit bc* - 1 - [GC(Lcrit)/Gc(x)] for x e(C1)
 unless LD s e(D) = bc*

 C2: bluffers quit, nonbluffers counterforce attack bD* s bD
 D2: bluffers quit, nonbluffers counterforce attack

 4. bD > ritc

 C1: nonbluffers conventional attack, bluffers quit bD
 unless Lc s min e(Ci)

 D1: nonbluffers conventional resistance, bluffers quit bc* 1 - [GC(Lcrit)/GC(x)] for
 unless LD C e(D1) x min e(C)

 C2: nonbluffers continue, bluffers quit unless bD* = 1 - [GD(Lcrit)/GD(x)I for x = e(D1)
 Lc ' e(C2) = bD*

 D2: bluffers quit, nonbluffers counterforce attack

 Note: Spanner heads represent necessary conditions for existence.
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 occurs only if the defender has to make a
 final choice and is not bluffing. This type
 of equilibrium is similar to the sequential
 equilibrium identified in the situation in
 which only the defender had a nuclear
 counterforce capability.

 Note that both the first and the last
 types of equilibrium might exist in the
 same game. If the defender was expected
 to interpret any conventional attack as
 conclusive evidence that the challenger
 was not bluffing, the defender would have
 to quit or launch a nuclear counterforce
 attack at its first move; and if this reaction
 by the defender is expected, this interpre-
 tation of the challenger's behavior would
 be correct. On the other hand, if the
 defender was expected to interpret a con-
 ventional attack as compatible with the
 incentives of a bluffing challenger, this ex-
 pectation would also be self-confirming.

 This paradoxical result can be avoided
 if one assumes that it is empirically
 implausible that the probability that the
 defender is bluffing could ever be low
 enough that it was common knowledge
 that all bluffing challengers would prefer
 not to attack (and similarly for the proba-
 bility that the challenger is not bluffing).
 If so, then it also seems reasonable to
 assume that it could not be common
 knowledge that all bluffing challengers
 would choose to quit at the challenger's
 second move. Then only the fourth type
 of equilibrium can exist. Therefore, the
 solution to the game is identical to the
 solution when only the defender had a
 nuclear counterforce capability. But this
 implies that the challenger's counterforce
 capability has no effect.

 This counterintuitive conclusion is the
 result of two features of the situation that
 tend to be ignored in debates about the
 relation between counterforce capabilities
 and the incentive to preempt. First, there
 is an asymmetry between the defender
 and the challenger, in that the challenger
 expects to win a conventional war,
 whereas a nuclear counterforce attack is

 the only way the defender can hope to
 avoid a loss. For the challenger, therefore,
 both a preemptive counterforce attack
 and continuation of the war are gambles
 in which there is some probability of win-
 ning and some probability of instead
 being the victim of a nuclear attack. Sec-
 ond, the challenger who really prefers a
 nuclear counterforce attack to losing must
 not be very averse to risk. Thus, the chal-
 lenger who is willing to accept the risk
 associated with a preemptive nuclear
 counterforce attack may for the same
 reason choose instead to accept the risk
 associated with continuing the war. This
 is why the defender's success in inducing
 the challenger to take the threat of a
 nuclear attack more seriously can induce
 risk-averse (and therefore bluffing) chal-
 lengers to quit and not induce nonbluffing
 (because risk-acceptant) challengers to
 preempt.

 Even so, the conclusion that there is no
 danger that the challenger will preempt
 rests on the assumption that it is common
 knowledge exactly what value of bD
 leaves the least risk-averse bluffing chal-
 lenger just indifferent between continuing
 the war and preempting. This assumption
 also seems empirically implausible. If we
 assume, instead, some uncertainty con-
 cerning exactly what this critical value of
 bD is, then downward revision of bD will
 lead to an increase in the probability that
 bluffing challengers will quit but may also
 imply some probability that nonbluffing
 challengers will decide to preempt.9

 Note the similarity between this result
 and so-called brinkmanship models of
 conflict. Brinkmanship models are based
 on Thomas Schelling's notion of threats-
 that-leave-something-to-chance and as-
 sume that while no decision maker would
 deliberately choose to initiate a nuclear
 attack, there is nonetheless some proba-
 bility that any confrontation between
 nuclear powers will result in an accidental
 nuclear war. The source of this autono-
 mous probability of war is usually not
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 specified, however; thus, brinkmanship
 models leave unclear how a war can occur
 without anyone's choosing to engage in it
 (Powell 1987, 1988; Schelling 1966, 92-
 125).

 In the model developed here, however,
 conventional war leads to an increase in
 the probability of nuclear war not because
 it increases the chance of some unspecified
 accident but because waging a conven-
 tional war can signal one's willingness to
 resort to nuclear weapons, if necessary, to
 avoid defeat. And counterforce capabili-
 ties perform the function of making the
 threat to do that minimally credible.

 The Incentive To Strike First

 Discussions of the relation between
 counterforce strategies and crisis stability
 often do not distinguish between two
 types of incentive to strike first. One type
 is examined by Powell (1989a): because of
 the damage-limiting effects of a first
 strike, each state prefers a nuclear war
 that it initiates to suffering the enemy's
 first strike; but neither state would ever
 choose a nuclear attack if it were certain
 that the other would not attack. In such
 situations, nuclear war, if it occurs, could
 only be the result of a tragic mistake;
 thus, both sides have a common interest
 in avoiding situations in which such a
 mistake might occur.

 The other type of first-strike incentive
 is represented in the model already dis-
 cussed: because of the effects of counter-
 force attacks on the victim's incentive to
 retaliate, even if a state is certain that the
 other would not attack, no one can be
 sure that it would not choose a nuclear
 attack nonetheless, if that were the only
 alternative to defeat in a major conven-
 tional war. But in order for such a des-
 perate move to have any chance of suc-
 cess, a state that resorts to it must attack
 first. And therefore a state that is willing
 to use nuclear weapons has an incentive

 to attack before the other has an oppor-
 tunity to do so. Thus, a bluffing de-
 fender's conventional resistance might
 provoke a preemptive attack by the chal-
 lenger if it convinced the challenger that
 the defender was not bluffing.

 In this model, however, neither state
 would launch a preemptive nuclear attack
 if it was bluffing. Thus, the danger of pre-
 emptive attack by the challenger is really
 identical to the danger that the challenger
 faces in launching a conventional attack
 when only the defender has a nuclear
 counterforce capability: just as the chal-
 lenger's conventional attack may provoke
 a nuclear response from the defender if
 the defender is not bluffing, so the de-
 fender's conventional resistance may pro-
 voke a nuclear response from the chal-
 lenger if the challenger is not bluffing.

 It is important to note that this conclu-
 sion takes into account the possibility that
 conventional resistance by the defender
 may itself entail some degradation of the
 challenger's nuclear counterforce capabili-
 ties and thus incorporates at least one
 possible interpretation of Posen's discus-
 sion of "inadvertent nuclear war" (Posen
 1982). The model assumes, however, that
 each state always makes its decisions with
 full knowledge of what the other state did
 at its preceding move. One effect of this
 assumption is that whenever a state has
 the option of preempting, it also has the
 option of quitting the conflict, which
 implies that bluffers will never launch a
 nuclear attack. But (as noted earlier)
 another interpretation of the scenarios
 leading to inadvertent escalation dis-
 cussed by Posen and others emphasizes
 that the challenger may not be able to dis-
 tinguish between conventional resistance
 and the beginnings of a nuclear counter-
 force attack. And if the antagonists are
 unable to tell whether the other has
 already attacked, then the first type of
 first-strike incentives may become signifi-
 cant. Thus, it is important that we investi-
 gate what effect this sort of limitation will
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 Figure 4. Retaliation with
 Independent Moves

 L, D / sFt S

 Ws, L C _________

 8LW FS ? S,F ?

 SW, SL BS, 8F

 have on the solution to the game just
 analyzed.

 It seems reasonable to assume that the
 Soviet Union could attack Western
 Europe in such a way that U.S. leaders
 would be confident the Soviets had not
 simultaneously launched a nuclear attack
 against U.S. territory. If so, it also seems
 reasonable to assume that if the United
 States decided to concede defeat rather
 than resist, Soviet leaders would have no
 doubt that that was what the United
 States had done. Thus, the most plausible
 modification of the game discussed above
 is to assume that if the United States
 rejects nonresistance at its first move, the
 Soviets will be unable to tell whether the
 United States has chosen to launch a
 nuclear attack immediately or to offer
 conventional resistance in the hope that
 the threat of its attack will deter the
 Soviet Union from continuing the war.

 Such a modification in the structure of
 the game is depicted in Figure 4. The line

 drawn between the two choice nodes at
 the challenger's second move indicates
 that the challenger cannot distinguish
 between them and thus does not know
 whether the defender has chosen to attack
 or to offer only conventional resistance. I
 assume, however, that if the United States
 has chosen conventional resistance,
 Soviet leaders can continue the war in
 Europe in such a way that U.S. leaders
 will be confident that the Soviets have not
 launched a nuclear attack on the United
 States.

 In order to complete the specification of
 this modified game, we must state the
 effect of our new assumptions on the con-
 sequences of the challenger's alternatives
 at his second information set. It will be
 convenient to consider this question by
 looking at the normal form of the sub-
 game that begins with the defender's first
 information set, which is depicted in
 Figure 5. (In Figure 5, strategy "Q" stands
 for "Quit," "C" for "Continue," and "A"
 for "Attack.")

 If the defender has chosen conventional
 resistance, then the challenger's alterna-
 tives will clearly have the same effects as
 before. Moreover, if the challenger
 chooses to continue the conventional war
 at his second information set, then the
 effects of the defender's choices will also
 be the same as before. To understand the
 implications of our new assumptions,
 therefore, we must specify their effect on
 the challenger's decision to quit or to
 launch a nuclear counterforce attack at
 his second information set, if the defender
 has already chosen a nuclear counterforce
 attack (the payoffs for these outcomes are
 designated by question marks in Figures 4
 and 5). There is a wide range of possibili-
 ties, and the literature on this subject
 offers little guidance as to which is the
 most appropriate.

 As noted earlier, one effect of these new
 information conditions may be to make
 the challenger pessimistic about the possi-
 bility of communicating to the defender
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 Figure 5. Independent Moves in Normal Form

 Defender

 Q A CQ CA

 Q WIL lL, W 8L, W

 Challenger C WIL SIF 18W, L 6S,8F

 A WI L 7 bF, S bF, S

 his willingness to withdraw from the war
 in time to induce the defender to halt his
 attack. This implies that the challenger
 cannot be sure of getting Lc by quitting.
 But the fact that the defender has already
 begun his nuclear counterforce attack
 must also imply some degradation in the
 value of Fc if the challenger decides in-
 stead to resort to a nuclear counterforce
 attack of his own.

 Note that if quitting is not to dominate
 a nuclear counterforce attack for a bluff-
 ing challenger even with the new informa-
 tion conditions, then if the defender is
 assumed to have already chosen a nuclear
 attack, a bluffing challenger must strictly
 prefer the consequences of a nuclear coun-
 terforce attack to the consequences of
 quitting. Since a bluffing challenger pre-
 fers Lc to Fc, however, if it is to prefer a
 nuclear attack to quitting, then the proba-
 bility of getting Lc rather than Sc by quit-
 ting must be less than the probability of
 getting FC rather than Sc by launching a
 nuclear counterforce attack. More spe-
 cifically, since Sc can be assigned the
 value of zero, if the challenger is to prefer
 a nuclear attack to quitting (given that the

 defender has already chosen a nuclear
 attack), then the ratio of the factor by
 which Lc is discounted to the factor by
 which FC is discounted must be greater
 than the ratio of Lc to FC.10 If this is not
 true, then even with our new information
 conditions, no one who is bluffing will
 launch a preemptive nuclear counterforce
 attack.

 There may be circumstances in which
 this condition holds. It is not implied by
 the existence of counterforce capabilities
 alone, however. And it seems possible to
 avoid creating circumstances in which it
 might be important, for example, by
 avoiding the sorts of ambiguous attacks
 discussed by Posen. (We have already
 seen that such attacks are not necessary
 for conventional resistance to be used to
 enhance the credibility of the defender's
 nuclear threat, contrary to Posen's
 assumption.)

 Powell (1988a) has shown that if,
 instead of preempting, states have the
 option of trying to quit the conflict and if
 it is common knowledge that only first-
 strike incentives of the first type exist, no
 state will preempt. The analysis offered
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 here implies that even if it is not common
 knowledge that only first-strike incentives
 of the first type exist, under similar condi-
 tions no state will preempt unless it was
 also prepared to launch a nuclear attack
 in order to avoid defeat in a conventional
 war.

 In any model of first-strike incentives of
 the first type, crisis stability is a criterion
 for evaluating policy that is exogenous to
 the game: if the players in the game can be
 shown to have an incentive to preempt,
 then that is a reason for changing the rules
 of the game, not for changing one's
 behavior in the game. In the games ana-
 lyzed here, however, the policy implica-
 tions of the danger of preemption are
 modeled in the game itself: if the proba-
 bility that the defender's conventional
 resistance will provoke a preemptive at-
 tack by the challenger is too high, then a
 bluffing defender whose aversion to risk is
 "too great" should not resist (as long as
 conventional resistance has no chance of
 success); but others may choose to do so.
 Thus, as long as states do not adopt
 strategies that make their adversaries
 pessimistic about their ability to signal
 their willingness to back down, an argu-
 ment against counterforce strategies based
 on the enemy's incentive to strike first
 must assume that the challenger's threat
 to initiate a nuclear war rather than con-
 cede defeat is more credible than most
 criticisms of counterforce strategies them-
 selves seem to imply. And whether one
 accepts the argument or not depends upon
 one's attitude toward risk.

 Conclusion

 My purpose here has not been to justify
 the use of nuclear counterforce strategies
 but to show that they are not necessarily
 inconsistent with rational behavior,
 despite the assertions of several writers
 (e.g., Jervis 1984; Kull 1988). One reason
 for doubting the rationality of counter-

 force strategies is the fact that no feasible
 counterforce attack can disarm the
 enemy; thus, the victim of such an attack
 must still have the capability of doing
 unacceptable damage to its initiator. In
 the models I have presented, however,
 while counterforce attacks cannot deprive
 the enemy of the capability of retaliating,
 they can provide him with a powerful
 incentive not to do so.

 Critics of this sort of justification of
 counterforce strategies have argued that
 decision makers could not have enough
 confidence in this effect to warrant
 launching such an attack. In my models,
 however, the function of counterforce
 capabilities is merely to lead the adver-
 sary to believe that the probability that
 one might resort to such an attack as a
 means of avoiding a major defeat is
 greater than zero.

 Critics of such "perceptual" justifica-
 tions of counterforce strategies have
 claimed that they assume nonrational
 behavior and are therefore entirely arbi-
 trary. In my models, however, the per-
 ceptual effects of counterforce strategies
 are justified by the concept of a sequential
 equilibrium, a well-defined definition of
 rational behavior in games with incom-
 plete information."

 Another criticism of such "perceptual"
 justifications is that because of the first-
 strike incentives created by counterforce
 strategies, even if they are effective, they
 may lead to inadvertent nuclear war
 rather than deterrence. Most discussions
 of first-strike incentives are flawed in two
 respects, however: they ignore the possi-
 bility that states may elect to withdraw
 from a conflict rather than launch a
 nuclear attack, and they confuse two dif-
 ferent kinds of first-strike incentives.
 Powell (1989a) showed that if the only
 motive to strike first is to limit the damage
 from another's attack and if states also
 have the option of trying to quit a con-
 flict, then (if other plausible conditions
 are also met) the mere existence of first-
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 strike incentives of this type will not lead
 to nuclear war. In my models (in which
 states willing to use counterforce strate-
 gies have an additional incentive to attack
 first), under similar conditions no state
 will launch a nuclear attack unless it pre-
 fers the risks associated with such an
 attack to accepting defeat. Thus, anyone
 who is skeptical about the willingness of
 states to resort to nuclear war rather than
 accept defeat must also be skeptical about
 the possibility that a nuclear war will
 occur inadvertently.

 Since the point of counterforce strate-
 gies is to give oneself an incentive to
 resort to nuclear war, in my models the
 probability that a nuclear attack will
 occur is not zero. The implications of this
 fact for policy, however, depend on one's
 estimate of the probability that one's
 adversary would actually be willing to
 initiate a nuclear attack, as well as one's
 own attitude toward risk. Moreover, will-
 ingness to subject oneself to such risks can
 enhance the credibility of one's own
 threats, and thus increase one's ability to
 deter an opponent if he is bluffing about
 his willingness to launch a nuclear coun-
 terforce attack.

 Another criticism of counterforce
 strategies is that even without them, there
 is sufficient likelihood that conventional
 war would escalate to a nuclear conflict
 for nuclear weapons to have an extended
 deterrent effect. If neither side uses coun-
 terforce strategies, however, it is not clear
 what the basis for this likelihood is.

 It is sometimes suggested that nuclear
 war might occur accidentally. But since a
 war requires the participation of at least
 two states, it is not obvious how even a
 nuclear war could be fought accidentally.
 An accidental all-out first strike by one
 side against the other seems impossible.
 Thus, the most plausible scenario by
 which an accidental nuclear war might
 occur is that an unintended incursion or
 unauthorized limited attack by one side is
 interpreted by the other as part of a first

 strike and thus leads to a retaliatory
 attack by the victim; this retaliatory
 attack is then interpreted in turn by its
 victim as a first strike, and therefore leads
 to a retaliatory attack by the first state. A
 necessary link in this chain of events is the
 initial mistaken retaliation by the target of
 the accidental incursion.

 The only difference between this
 scenario and the two types of preemptive
 attacks just discussed, however, is that
 this mistaken retaliatory attack is pre-
 ceded by some unauthorized action by the
 enemy (or the mistaken belief that such
 an action has been taken, based perhaps
 on some computer malfunction). This
 scenario thus tacitly assumes that the state
 considering whether to retaliate after the
 initial accidental or unauthorized event is
 far more optimistic about the conse-
 quences of a nuclear attack than about the
 consequences of trying to quit the con-
 flict. But if this state does not have coun-
 terforce capabilities, it is not clear why
 this should be true.

 Thus, if states do not use counterforce
 strategies, it is not clear what basis there is
 for assuming that conventional war car-
 ries with it some autonomous risk of acci-
 dental nuclear war. On the other hand,
 we have seen that even when there is no
 risk of accidental nuclear war (in the sense
 just discussed), conventional war can
 imply an increasing probability of nuclear
 war that is the result of each state's updat-
 ing some nonzero probability that the
 other state might be willing to launch a
 counterforce attack rather than accept
 defeat. When the probability of nuclear
 war is explicitly derived rather than mere-
 ly assumed, therefore, the difference be-
 tween so-called brinkmanship models of
 extended deterrence and deterrence strate-
 gies that rely on counterforce capabilities
 may not be as great as is commonly
 believed.12

 Moreover, if one believes that nuclear
 threats, to be credible, must entail the
 possibility of accidents or inadvertent
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 escalation, then the price of making con-
 ventional war safer is that extended
 nuclear deterrence will be weakened.'3
 We have seen, however, that counterforce
 strategies need not rely on accident or
 inadvertence to make the threat of nuclear
 war credible.

 Critics of counterforce strategies have
 sometimes argued that the threat of fight-
 ing a conventional war in Europe was
 alone enough to deter the Soviets, so that
 we need not have worried about the credi-
 bility of extended nuclear deterrence. Pes-
 simism about NATO's ability to win a
 conventional war in Europe, however,
 could create doubts about the credibility
 of even conventional resistance to a
 Soviet attack. Thus, it is important to
 note that one effect of counterforce
 strategies in the models presented is that
 they provide a rational motive for waging
 a conventional war even when one ex-
 pects to lose it.

 Notes

 I owe a great deal to a very interesting working
 paper by Michael McGinnis (1988), some of whose
 analytical framework I have borrowed but who
 takes a different position on some of the issues dis-
 cussed here. I would also like to thank Robert
 Powell and James Fearon for commenting on earlier
 drafts. An earlier version of this paper was presented
 at the annual meeting of the American Political Sci-
 ence Association in San Francisco in September
 1990. I thank Norman Frohlich for his comments as
 the panel discussant at that meeting.

 1. Bear in mind that in the case of extended
 deterrence of conventional attacks, the defender, not
 the challenger, must be the first to launch a nuclear
 attack.

 2. Most discussion of this issue has focused on
 the three-stage scenario represented in Figure 2,
 which assumes that the victim must reply to a coun-
 terforce attack with an all-out countervalue re-
 sponse. But a comparison of Figures 1 and 2 shows
 that all that is really necessary is that the state
 attacking first also has the option of attacking last.
 This could be because in any sequence of attacks it
 will be the first state with nothing left to lose (Powell
 1989b) or because it will be the last state with some-
 thing left to attack with. Counterforce attacks can
 thus have two purposes: they can alter the balance

 of forces in favor of the state attacking first, so that
 in any subsequent series of attacks the enemy's
 forces will be exhausted before the attacker's; and
 they can destroy the most accurate forces available
 to the enemy, so that it can only reply with highly
 destructive countervalue attacks, with the result that
 the attacker will be the first with nothing left to lose.

 3. Of course, even if it did, one could argue that
 the enemy was already deterred without it, or that
 the increase in credibility was not worth the cost.

 4. This is true even if one takes into account the
 option of launching under attack, which is not as
 decisive an answer to counterforce strategies as
 many critics assume. For a discussion of some of the
 complexities, see Steinbruner 1984.

 5. The model developed is based directly on the
 model discussed in McGinnis 1988.

 6. Since in this case there is uncertainty only
 about the defender's preferences, there is no need for
 subscripts to identify which player b refers to.

 7. When utilities are measured on the unit inter-
 val, the utility assigned to an intermediate outcome
 is simply the probability of winning a lottery over
 the best and worst outcomes that leaves a person
 indifferent between that lottery and the certain pros-
 pect of the outcome whose utility is being measured.
 More risk-averse people would by definition require
 a greater probability of winning than less risk-averse
 people, if they are not to prefer the certain prospect.

 8. In the first type of equilibrium, the game does
 not proceed past D1. The concept of sequential
 rationality nonetheless requires that out-of-equilib-
 rium strategies and beliefs be specified. Since C2 is
 reached with a probability of zero, however, player
 2's beliefs at that node are arbitrary.

 9. Given the other assumptions we have made,
 this uncertainty could most plausibly be modeled as
 the result of uncertainty concerning the value of Pc.

 10. Note that whether this is true or not is inde-
 pendent of the probability that the defender has in
 fact chosen a nuclear attack.

 11. Thus, the analysis offered here provides an
 alternative to Kull's interpretation of the remarkably
 candid discussion by his respondents of the "per-
 ceptual" bases for U.S. declarative military strategy
 (Kull 1988). Kull claims (without much supporting
 argument) that such justifications of counterforce
 strategies assume nonrational behavior. See also the
 discussion in Sabin 1987.

 12. Betts uses the metaphors of Russian roulette
 and chess to distinguish between these two ap-
 proaches to extended deterrence (1987, 11-16).

 13. Posen (1982) assumes such a dilemma. Nale-
 buff (1986) has used Posen's discussion of inadver-
 tent escalation to justify a model of brinkmanship
 in which conventional war entails a continuously
 increasing autonomous risk of nuclear war. Like
 Posen, he assumes that the credibility of nuclear
 threats requires the possibility of accidental or
 inadvertent escalation and concludes that since
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 making conventional war safer will also make it
 more likely, the probability of nuclear war cannot
 be reduced by measures that would make such acci-
 dents less likely.
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